ATSC Digital Audio Compression (AC-3) Standard 12 Apr 95

Table 7.18 Mapping of bap to quantizer.

bap | quantizer levels | quantization type | mantissa bits (qntztab[bap])
(growp bits / num in group) |
0 0 none 0
1 3 symmetric 1.67 (5/3)
2 5 symmetric 2.33 (113)
3 7 symmetric 3
4 11 symmetric 3.5(11/2)
5 15 symmetric 4
6 32 asymmetric 5
7 64 asymmetric 6
8 128 asymmetric 7
9 256 asymmetric 8
10 : 512 asymmetric 9
11 1024 asymmetric 10
12 2048 asymmetric 11
13 4096 asymmetric 12
14 16,384 asymmetric 14
15 65,536 asymmetric 16

During the decode process, the mantissa data stream is parsed up into single
mantissas of varying length, interspersed with groups representing combined coding of
either triplets or pairs of mantissas. In the bit stream, the mantissas in each exponent set
are arranged in frequency ascending order. However, groups occur at the position of the
first mantissa contained in the group. Nothing is unpacked from the bit stream for the
subsequent mantissas in the group.

7.3.2 Expansion of Mantissas for Asymmetric Quantization (6 < bap < 15)

For bit allocation pointer array values, 6 < bap < 15, asymmetric fractional two's
complement quantization is used. Each mantissa, along with its exponent, are the floating
point representation of a transform coefficient. The decimal point is considered to be to
the left of the MSB; therefore the mantissa word represents the range of

(1.0 - 2-qntztabbaply 15 .1 o,
The mantissa number k, of length gqntztab[bap[k]], is extracted from the bit stream.

Conversion back to a fixed point representation is achieved by right shifting the mantissa
by its exponent. This process is represented by the following formula:

transform_coefficient[k] = mantissa[k] >> exponentlk] ;

No grouping is done for asymmetrically quantized mantissas.

7.3.3 Expansion of Mantissas for Symmetrical Quantization (1 < bap < 5)

For bap values of 1 through 5 (1 < bap < 5), the mantissas are represented by
coded values. The coded values are converted to standard 2's complement fractional
binary words by a table lookup. The number of bits indicated by a mantissa's bap are
extracted from the bit stream and right justified. This coded value is treated as a table
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index and is used to look up the mantissa value. The resulting mantissa value is right
shifted by the corresponding exponent to generate the transform coefficient value.

transform_coefficient(k] = quantization_table[mantissa_code[k]] >> exponent[K] ;

The mapping of coded mantissa value into the actual mantissa value is shown in
tables Table 7.19 through Table 7.23.

7.3.4 Dither for Zero Bit Mantissas (bap=0)

The AC-3 decoder uses random noise (dither) values instead of quantized values
when the number of bits allocated to a mantissa is zero (bap = 0). The use of the random
value is conditional on the value of dithflag. When the value of dithflag is 1, the random
noise value is used. When the value of dithflag is 0, a true zero value is used. There is a
dithflag variable for each channel. Dither is applied after the individual channels are
extracted from the coupling channel. In this way, the dither applied to each channel's
upper frequencies is uncorrelated.

Any reasonably random sequence may be used to generate the dither values. The
word length of the dither values is not critical. Eight bits is sufficient. The optimum scaling
for the dither words is to take a uniform distribution of values between -1 and +1, and
scale this by 0.707, resulting in a uniform distribution between +0.707 and - 0.707. A
scalar of 0.75 is close enough to also be considered optimum. A scalar of 0.5 (uniform
distribution between +0.5 and -0.5) is also acceptable.

Once a dither value is assigned to a mantissa, the mantissa is right shifted
according to its exponent to generate the corresponding transform coefficient.

transform_coefficient[k] = scaled_dither_value >> exponent[k] ;

Table 7.19 bap=1 (3-level) quantization.

mantissa code | mantissa value
0 -2./3
1 0
2 2./3

Table 7.20 bap=2 (5-level) quantization.

mantissa code | mantissa value
0 -4./5
1 -2./5
2 0
3 2./5
4 4./5
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Table 7.21 bap=3 (7-level) quantization.

mantissa code | mantissa value

0 -6./7
1 -4./7
2 =2.17
3 0

4 2.7
5 4./7
6 6.17

Table 7.22 bap=4 (11-level) quantization.

mantissa code | mantissa value
0 -10./11
-8./11
-6./11
-4./11
-2./11
0
2./11
4./11
6./11
8./11
10./11
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Table 7.23 bap=5 (15-level) quantization.

mantissa code | mantissa value

0 -14./15
1 -12./15
2 -10./15
3 -8./15
4 -6./15
5 -4./15
6 -2./15
7 0

8 2./15
9 4./15
10 6./15
11 8./15
12 10./15
13 12./15
14 14./15

7.3.5 Ungrouping of Mantissas

In the case when bap = 1, 2, or 4, the coded mantissa values further compressed by
combining 3 level words and 5 level words into separate groups representing triplets of
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mantissas, and 11 level words into groups representing pairs of mantissas. Groups are
filled in the order that the mantissas are processed. If the number of mantissas in an
exponent set does not fill an integral number of groups, the groups are shared across
exponent sets. The next exponent set in the block continues filling the partial groups. If
the total number of 3 or 5 level quantized transform coefficient derived words are not each
divisible by 3, or if the 11 level words are not divisible by 2, the final groups of a block are
padded with dummy mantissas to complete the composite group. Dummies are ignored by
the decoder. Groups are extracted from the bit stream using the length derived from bap.
Three level quantized mantissas (bap = 1) are grouped into triples each of 5 bits. Five level
quantized mantissas (bap = 2) are grouped into triples each of 7 bits. Eleven level
quantized mantissas (bap = 4) are grouped into pairs each of 7 bits.

Encoder equations

bap = 1:

group_code = 9 * mantissa_code[a] + 3 * mantissa_code[b] + mantissa_code[c] ;
bap = 2;

group_code = 25 * mantissa_code{a] + 5 * mantissa_code[b] + mantissa_code|c] ;
bap = 4.

group_code = 11 * mantissa_codefa] + mantissa_code[b] ;

Decoder equations

bap = 1:
mantissa_code[a] = truncate (group_code / 9) ;
mantissa_code[b] = truncate ((group_code % 9)/3) ;
mantissa_code][c] = (group_code % 9) % 3 ;

bap = 2:
mantissa_codel[a] = truncate (group_code / 25) ;
mantissa_code[b] = truncate ((group_code % 25)/5) ;
mantissa_code[c] = (group_code % 25) % 5 ;

bap = 4.
mantissa_code{a] = truncate (group_code / 11) ;
mantissa_code([b] = group_code % 11 ;

where mantissa a comes before mantissa b, which comes before mantissa ¢
7.4 Channel Coupling

7.4.1 Overview

If enabled, channel coupling is performed on encode by averaging the transform
coefficients across channels that are included in the coupling channel. Each coupled
channel has a unique set of coupling coordinates which are used to. preserve the high
frequency envelopes of the original channels. The coupling process is performed above a
coupling frequency that is defined by the cplbegf value.

The decoder converts the coupling channel back into individual channels by
multiplying the coupled channel transform coefficient values by the coupling coordinate
for that channel and frequency sub-band. An additional processing step occurs for the 2/0
mode. If the phsflginu bit = 1 or the equivalent state is continued from a previous block,
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then phase restoration bits are sent in the bit stream via phase flag bits. The phase flag bits
represent the coupling sub-bands in a frequency ascending order. If a phase flag bit = 1 for
a particular sub-band, all the right channel transform coefficients within that coupled sub-
band are negated after modification by the coupling coordinate, but before inverse
transformation.

7.4.2 Subband Structure For Coupling

Transform coefficients # 37 through # 252 are grouped into 18 sub-bands of 12
coefficients each, as shown in Table 7.24. The parameter cplbegf indicates the number of
the coupling sub-band which is the first to be included in the coupling process. Below the
frequency (or transform coefficient number) indicated by cplbegf all channels are
independently coded. Above the frequency indicated by cplbegf, channels included in the
coupling process (chincpl[ch] = 1) share the common coupling channel up to the
frequency (or tc #) indicated by cplendf. The coupling channel is coded up to the
frequency (or tc #) indicated by cplendf, which indicates the last coupling sub-band which
is coded. The parameter cplendf is interpreted by adding 2 to its value, so the last coupling
sub-band which is coded can range from 2-17.

The coupling sub-bands are combined into coupling bands for which coupling
coordinates are generated (and included in the bit stream). The coupling band structure is
indicated by cplbndstrc[sbnd]. Each bit of the cplbndstrc[] array indicates whether the sub-
band indicated by the index is combined into the previous (lower in frequency) coupling
band. Coupling bands are thus made from integral numbers of coupling sub-bands. (See
clause 5.4.3.13 on page 27.)

Table 7.24 Coupling sub-bands.

coupling | low tc # | high tc # | If cutoff (kHz) | hf cutoff (kHz) | If cutoff (kHz) | hf cutoff (kHz)
sub-band # @fs=48 kHz | @ fs=48 kHz | @ fs=44.1 kHz fs=44.1 kHz

0 37 48 3.42 4.55 3.14 4,18

1 49 60 4.55 5.67 4.18 521

2 61 72 5.67 6.80 5.21 6.24

3 73 84 6.80 7.92 6.24 7.28

4 85 96 7.92 9.05 7.28 8.31

5 97 108 9.05 10.17 8.31 9.35

6 109 120 10.17 11.30 9.35 10.38
7 121 132 11.30 12.42 10.38 1141
8 133 144 12.42 13.55 11.41 12.45
9 145 - 156 13.55 14.67 12.45 13.48
10 157 168 14.67 15.80 13.48 14.51
11 169 180 15.80 16.92 14.51 15.55
12 181 192 16.92 18.05 15.55 16.58
13 193 204 18.05 19.17 16.58 17.61
14 205 216 19.17 20.30 17.61 18.65
15 217 228 2030 21.42 18.65 19.68
16 229 240 21.42 22.55 19.68 20.71
17 241 252 22.55 23.67 20.71 21.75

Note: At 32 kHz sampling rate the subband frequency ranges are 2/3 the values of those for 48 kHz.
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7.4.3 Coupling Coordinate Format

A coupling coordinate is sent in the data stream as a floating point number with a
4-bit exponent and a 4-bit mantissa. For each coupled channel, a 2-bit master coupling
coordinate is used to gain range all of the coupling coordinates within that channel.

Computation of the coupling coordinate from the bit stream elements is as follows
(assuming channel [ch], subband number [sbnd]):

Pseudo code

if (cplcoexpich, sbnd} == 15)
{
coupling_coordinate_mantissa[ch, sbnd] = cplco[ch, sbnd] / 16 ;

else

{
}

coupling_coordinate_exponent[ch, sbnd] = cplcoexp|ch, sbnd] + 3*mstreplcolch] ;
coupling_coordinate[ch, sbnd] =
coupling_coordinate_mantissa[ch, sbnd] >> coupling_coordinate_exponent[ch, sbnd] ;

coupling_coordinate_mantissa[ch, sbnd] = (16 + cplco|ch, sbnd]) / 32 ;

Individual channel mantissas are then reconstructed from the coupled channel as
follows:

Pseudo code

for i=0to 11)
{

chmant[ch, sbnd*12+i+37] = cplmant[sbnd*12+i+37] * coupling_coordinate[ch, sbnd] * 8 ;
}

With 4-bit exponents, 4-bit mantissas, and 2-bit master coupling coordinates, the
total scale factor dynamic range representable is 114 dB, (-110 dB to +4 dB), with step
sizes varying between 0.28 and 0.56 dB.

7.5 Rematrixing

7.5.1 Overview

Rematrixing in AC-3 is a channel combining technique in which sums and
differences of highly correlated channels are coded rather than the original channels
themselves. That is, rather than code and pack left and right in a two channel coder, we
construct:

left' = 0.5*(left + right) ;
right' = 0.5*(left - right) ;

The usual quantization and data packing operations are then performed on left' and
right'. Clearly, if the original stereo signal were identical in both channels (i.e. two-channel
mono), this technique will result in a left' signal that is identical to the original left and
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right channels, and a right' signal that is identically zero. As a result, we can code the right'
channel with very few bits, and increase accuracy in the more important left' channel.

This technique is especially important for preserving Dolby Surround
compatibility. To see this, consider a two channel mono source signal such as that
described above. A Dolby Pro Logic decoder will try to steer all in-phase information to
the center channel, and all out-of-phase information to the surround channel. If
rematrixing is not active, the Pro Logic decoder will receive the following signals:

Received left = left + QN1 ;
Received right = right + QN2 ;

where QN1 and QN2 are independent (i.e. uncorrelated) quantization noise sequences,
which correspond to the AC-3 coding algorithm quantization, and are program dependent.
The Pro Logic decoder will then construct center and surround channels as:

center = 0.5*(left + QN1) + 0.5*(right + QN2) ;
surround = 0.5*(left + QN1) - 0.5*(right + QN2) ; /* ignoring the 90 degree phase shift */

In the case of the center channel, QN1 and QN2 add, but remain masked by the
dominant signal left + right. In the surround channel, however, left - right cancels to zero,

and the surround speakers are left to reproduce the difference in the quantization noise
sequences (QN1 - QN2). '

If channel rematrixing is active, the center and surround channels will be more
easily reproduced as:

center = left' + QN1 ;
surround = right' + QN2 ;

In this case, the quantization noise in the surround channel QN2 is much lower in
level, and it is masked by the difference signal, right'.

7.5.2 Frequency Band Definitions

In AC-3, rematrixing is performed independently in separate frequency bands.
There are four bands with boundary locations dependent on coupling information. The
boundary locations are by coefficient bin number, and the corresponding rematrixing band
frequency boundaries change with sampling frequency. The tables below indicate the
rematrixing band frequencies for sampling rates of 48 kHz and 44.1 kHz. At 32 kHz
sampling rate the rematrixing band frequencies are 2/3 the values of those shown for
48 kHz.

7.5.2.1 Coupling Not In Use

If coupling is not in use (cplinu = 0), then there are 4 rematrixing bands,
(nrematbd = 4).
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Table 7.25 Rematrix banding table A.
band #|low coeff #| high coeff #] low freq (kHz) | high freq (kHz) |[low freq (kHz)| high freq (kHz)
fo=48 kHz fs=48kHz | fs=44.1kHz | fs=44.1 kHz
0 13 24 1.17 2.30 1.08 2.11
1 25 36 2.30 3.42 2.11 3.14
2 37 60 3.42 5.67 3.14 5.21
3 61 252 5.67 23.67 5.21 21.75

7.5.2.2 Coupling In Use, cplbegf > 2

If coupling is in use (cplinu = 1), and cplbegf > 2, there are 4 rematrixing bands
(nrematbd = 4). The last (fourth) rematrixing band ends at the point where coupling

begins.
Table 7.26 Rematrixing banding table B.
band # | low coeff # | high coeff # | low freq (kHz) | high freq (kHz) | low freq (kHz) | high freq (kHz)
fs = 48 kHz fs=48kHz | fs=44.1kHz | fs=44.1kHz
0 13 24 1.17 2.30 1.08 2.11
1 25 36 2.30 3.42 2.11 3.14
2 37 60 3.42 5.67 3.14 5.21
3 61 A 5.67 B 5.21 C

A = 37 + cplbegf*12

B = (A+1/2)*0.09375 kHz

7.5.2.3 Coupling In Use, 2 > cplbegf > 0

C = (A+1/2)*0.08613 kHz

If coupling is in use (cplinu = 1), and 2 > cplbegf > 0O, there are 3 rematrixing
bands (nrematbd = 3). The last (third) rematrixing band ends at the point where coupling

begins.
, Table 7.27 Rematrixing banding table C.
band # | low coeff # | high coeff # | low freq (kHz) | high freq (kHz) |low freq (kHz) | high freq (kHz)
fs = 48 kHz fs=48kHz | fs=44.1kHz | fs=44.1kHz
0 13 24 1.17 2.30 1.08 2.11
1 25 36 2.30 3.42 2.11 3.14
2 37 A 3.42 B 3.14 C

A = 37 + cplbegf*12

B = (A+1/2)*0.08375 kHz

7.5.2.4 Coupling in use, cplbegf=0

C = (A+1/2)*0.08613 kHz

If coupling is in use (cplinu = 1), and cplbegf = 0, there are 2 rematrixing bands

(nrematbd = 2).
Table 7.28 Rematrixing banding table D.
band # | low coeff # | high coeff # | low freq (kHz) | high freq (kHz) | low freq (kHz) | high freq (kHz)
fs = 48 kHz fs = 48 kHz fs=44.1kHz | fs=44.1 kHz
0 13 24 1.17 2.30 1.08 2.11
1 25 36 2.30 3.42 2.11 3.14

.
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7.5.3 Encoding Technique

If the 2/0 mode is selected, then rematrixing is employed by the encoder. The
squares of the transform coefficients are summed up over the previously defined
rematrixing frequency bands for the following combinations: L, R, L+R, L-R.

Pseudo code

if(minimum sum for a rematrixing sub-band n is L or R)

the variable rematfig[n} = 0 ;

transmitted left = input L ;

transmitted right = input R ;
}

if(minimum sum for a rematrixing sub-band n is L+R or L-R)

the variable rematfig[n] = 1 ;

transmitted left = input (L*+R) ;

transmitted right = input (L-R) ;
}

This selection of matrix combination is done on a block by block basis. The
remaining encoder processing of the transmitted left and right channels is identical whether
or not the rematrixing flags are 0 or 1.

7.5.4 Decoding Technique

For each rematrixing band, a single bit (the rematrix flag) is sent in the data stream,
indicating whether or not the two channels have been rematrixed for that band. If the bit is
clear, no further operation is required. If the bit is set, the AC-3 decoder performs the
following operation to restore the individual channels:

left(band n) = received left(band n) + received right(band n) ;
right(band n) = received left(band n) - received right(band n) ;

Note that if coupling is not in use, the two channels may have different
bandwidths. As such, rematrixing is only applied up to the lower bandwidth of the two
channels. Regardless of the actual bandwidth, all four rematrixing flags are sent in the data
stream (assuming the rematrixing strategy bit is set).

7.6 Dialog Normalization

The AC-3 syntax provides elements which allow the encoded bit stream to satisfy
listeners in many different situations. The dialnorm element allows for uniform
reproduction of spoken dialogue when decoding any AC-3 bit stream.

7.6.1 Overview

When audio from different sources is reproduced, the apparent loudness often
varies from source to source. The different sources of audio might be different program
segments during a broadcast (i.e. the movie vs. a commercial message); different
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broadcast channels; or different media (disc vs. tape). The AC-3 coding technology solves
this problem by explicitly coding an indication of loudness into the AC-3 bit stream.

The subjective level of normal spoken dialogue is used as a reference. The 5-bit
dialogue normalization word which is contained in BSI, dialnorm, is an indication of the
subjective loudness of normal spoken dialogue compared to digital 100%. The 5-bit value
is interpreted as an unsigned integer (most significant bit transmitted first) with a range of
possible values from 1 to 31. The unsigned integer indicates the headroom in dB above the
subjective dialogue level. This value can also be interpreted as an indication of how many
dB the subjective dialogue level is below digital 100%.

The dialnorm value is not directly used by the AC-3 decoder. Rather, the value is
used by the section of the sound reproduction system responsible for setting the
reproduction volume, e.g. the system volume control. The system volume control is
generally set based on listener input as to the desired loudness, or sound pressure level
(SPL). The listener adjusts a volume control which generally directly adjusts the
reproduction system gain. With AC-3 and the dialnorm value, the reproduction system
gain becomes a function of both the listeners desired reproduction sound pressure level for
dialogue, and the dialnorm value which indicates the level of dialogue in the audio signal.
The listener is thus able to reliably set the volume level of dialogue, and the subjective
level of dialogue will remain uniform no matter which AC-3 program is decoded.

Example

The listener adjusts the volume control to 67 dB. (With AC-3 dialogue
normalization, it is possible to calibrate a system volume control directly in sound
pressure level, and the indication will be accurate for any AC-3 encoded audio source).
A high quality entertainment program is being received, and the AC-3 bit stream
indicates that dialogue level is 25 dB below 100% digital level. The reproduction
system automatically sets the reproduction system gain so that full scale digital signals
reproduce at a sound pressure level of 92 dB. The spoken dialogue (down 25 dB) will
thus reproduce at 67 dB SPL.

The broadcast program cuts to a commercial message, which has dialogue level at
-15 dB with respect to 100% digital level. The system level gain automatically drops,
so that digital 100% is now reproduced at 82 dB SPL. The dialogue of the commercial
(down 15 dB) reproduces at a 67 dB SPL, as desired.

In order for the dialogue normalization system to work, the dialnorm value must
be communicated from the AC-3 decoder to the system gain controller so that dialnorm
can interact with the listener adjusted volume control. If the volume control function for a
system is performed as a digital multiply inside the AC-3 decoder, then the listener
selected volume setting must be communicated into the AC-3 decoder. The listener
selected volume setting and the dialnorm value must be brought together and combined in
order to adjust the final reproduction system gain.

Adjustment of the system volume control is not an AC-3 function. The AC-3 bit
stream simply conveys useful information which allows the system volume control to be
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program sources. It is mandatory that the dialnorm value and the user selected volume
setting both be used to set the reproduction system gain.

7.7 Dynamic Range Compression

7.7.1 Dynamic Range Control; dynrg, dynrng2

The dynmg element allows the program provider to implement subjectively
pleasing dynamic range reduction for most of the intended audience, while allowing
individual members of the audience the option to experience more (or all) of the original
dynamic range.

7.7.1.1 Overview

A consistent problem in the delivery of audio programming is that different
members of the audience wish to enjoy different amounts of dynamic range. Original high
quality programming (such as feature films) are typically mixed with quite a wide dynamic
range. Using dialogue as a reference, loud sounds like explosions are often 20 dB or more
louder, and faint sounds like leaves rustling may be 50 dB quieter. In many listening
situations it is objectionable to allow the sound to become very loud, and thus the loudest
sounds must be compressed downwards in level. Similarly, in many listening situations the
very quiet sounds would be inaudible, and must be brought upwards in level to be heard.
Since most of the audience will benefit from a limited program dynamic range,
soundtracks which have been mixed with a wide dynamic range are generally compressed:
the dynamic range is reduced by bringing down the level of the loud sounds and bringing
up the level of the quiet sounds. While this satisfies the needs of much of the audience, it
removes the ability of some in the audience to experience the original sound program in its
intended form. The AC-3 audio coding technology solves this conflict by allowing
dynamic range control values to be placed into the AC-3 bit stream.

The dynamic range control values, dynrng, indicate a gain change to be applied in
the decoder in order to implement dynamic range compression. Each dynrng value can
indicate a gain change of + 24 dB. The sequence of dynrng values are a compression
control signal. An AC-3 encoder (or a bit stream processor) will generate the sequence of
dynrng values. Each value is used by the AC-3 decoder to alter the gain of one or more
audio blocks. The dynrng values typically indicate gain reduction during the loudest signal
passages, and gain increases during the quiet passages. For the listener, it is desirable to
bring the loudest sounds down in level towards dialogue level, and the quiet sounds up in
level, again towards dialogue level. Sounds which are at the same loudness as the normal
spoken dialogue will typically not have their gain changed.

The compression is actually applied to the audio in the AC-3 decoder. The
encoded audio has full dynamic range. It is permissible for the AC-3 decoder to
(optionally, under listener control) ignore the dynrng values in the bit stream. This will
result in the full dynamic range of the audio being reproduced. It is also permissible (again
under listener control) for the decoder to use some fraction of the dynrng control value,
and to use a different fraction of positive or negative values. The AC-3 decoder can thus
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reproduce either fully compressed audio (as intended by the compression control circuit in
the AC-3 encoder); full dynamic range audio; or audio with partially compressed dynamic
range, with different amounts of compression for high level signals and low level signals.

Example

A feature film soundtrack is encoded into AC-3. The original program mix has
dialogue level at -25 dB. Explosions reach full scale peak level of 0 dB. Some quiet
sounds which are intended to be heard by all listeners are 50 dB below dialogue level
(or -75 dB). A compression control signal (sequence of dynrng values) is generated by
the AC-3 encoder. During those portions of the audio program where the audio level
is higher than dialogue level the dynrng values indicate negative gain, or gain
reduction. For full scale 0 dB signals (the loudest explosions), gain reduction of -15
dB is encoded into dynrng. For very quiet signals, a gain increase of 20 dB is encoded

into dynrng.

A listener wishes to reproduce this soundtrack quietly so as not to disturb anyone,
but wishes to hear all of the intended program content. The AC-3 decoder is allowed
to reproduce the default, which is full compression. The listener adjusts dialogue level
to 60 dB SPL. The explosions will only go as loud as 70 dB (they are 25 dB louder
than dialogue but get -15 dB of gain applied), and the quiet sounds will reproduce at
30 dB SPL (20 dB of gain is applied to their original level of 50 dB below dialogue
level). The reproduced dynamic range will be 70 dB - 30 dB = 40 dB.

The listening situation changes, and the listener now wishes to raise the
reproduction level of dialogue to 70 dB SPL, but still wishes to limit how loud the
program plays. Quiet sounds may be allowed to play as quietly as before. The listener
instructs the AC-3 decoder to continue using the dynrng values which indicate gain
reduction, but to attenuate the values which indicate gain increases by a factor of Y.
The explosions will still reproduce 10 dB above dialogue level, which is now 80 dB
SPL. The quiet sounds are now increased in level by 20 dB /2 = 10 dB. They will now
be reproduced 40 dB below dialogue level, at 30 dB SPL. The reproduced dynamic
range is now 80 dB - 30 dB = 50 dB.

Another listener wishes the full original dynamic range of the audio. This listener
adjusts the reproduced dialogue level to 75 dB SPL, and instructs the AC-3 decoder to
ignore the dynamic range control signal. For this listener the quiet sounds reproduce at
25 dB SPL, and the explosions hit 100 dB SPL. The reproduced dynamic range is
100 dB -25dB =75 dB. This reproduction is exactly as intended by the original
program producer.

In order for this dynamic range control method to be effective, it should be used by
all program providers. Since all broadcasters wish to supply programming in the form that
is most usable by their audience, nearly all broadcasters will apply dynamic range
compression to any audio program which has a wide dynamic range. This compression is
not reversible unless it is implemented by the technique embedded in AC-3. If broadcasters
make use of the embedded AC-3 dynamic range control system, then listeners can have
some control over their reproduced dynamic range. Broadcasters must be confident that
the compression characteristic that they introduce into AC-3 will, by default, be heard by

— 76 —



ATSC Digital Audio Compression (AC-3) Standard 12 Apr 95

the listeners. Therefore, the AC-3 decoder shall, by default, implement the compression
characteristic indicated by the dynrng values in the data stream. AC-3 decoders may
optionally allow listener control over the use of the dynrng values, so that the listener may
select full or partial dynamic range reproduction.

7.7.1.2 Detailed Implementation

The dynrng field in the AC-3 data stream is 8-bits in length. In the case that acmod
= 0 (1+1 mode, or 2 completely independent channels) dynrng applies to the first channel
(Ch1), and dynrng?2 applies to the second channel (Ch2). While dynrng is described below,
dynrng? is handled identically. The dynrng value may be present in any audio block. When
the value is not present, the value from the previous block is used, except for block 0. In
the case of block O, if a new value of dynrng is not present, then a value of 0000 0000
should be used. The most significant bit of dynrg (and of dynrng2) is transmitted first.
The first three bits indicate gain changes in 6.02 dB increments which can be implemented
with an arithmetic shift operation. The following five bits indicate linear gain changes, and
require a 6-bit multiply. We will represent the 3 and 5 bit fields of dynrng as following:

X0X1 X2.Y3Y4Y5Y6Y7

The meaning of the X values is most simply described by considering X to represent a 3-
bit signed integer with values from -4 to 3. The gain indicated by X is then (X+1) * 6.02
dB. The following table shows this in detail.

Table 7.29 Meaning of 3 msb of dynrng.

Xo | X; | X; | Integer Value | Gain Indicated | Arithmetic Shifts
0] 1 1 3 +24.08 dB 4 left
0 1 0 2 +18.06 dB 3 left
0 0 1 1 +12.04 dB 2 left
0 0 0 0 +6.02 dB 1 left
1 1 1 -1 0dB none
110 2 -6.02 dB 1 right
1 ]o0]1 3 -12.04 dB 2 right
1{olo 4 -18.06 dB 3 right

The value of Y is a linear representation of a gain change of up to 6 dB. Y is
considered to be an unsigned fractional integer, with a leading value of 1, or: 0.1Y3 Y4 Y5
Ys Y7 (base 2). Y can represent values between 0.111111; (or 63/64) and 0.100000, (or
1/2). Thus, Y can represent gain changes from -0.14 dB to -6.02 dB.

The combination of X and Y values allows dynrng to indicate gain changes from
24.08 - 0.14 = +23.94 dB, to -18.06 - 6 = -24.06 dB. The bit code of 0000 0000 indicates
0 dB (unity) gain.

Partial Compression

The dynrng value may be operated on in order to make it represent a gain change
which is a fraction of the original value. In order to alter the amount of compression which
will be applied, consider the dynrng to represent a signed fractional number, or:

—_T7—
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Xo. X1 X2Y3Y4Ys5Ye Y7

where X, is the sign bit and X; X, Y3 Y4 Ys Ys Y5 are a 7-bit fraction. This 8 bit signed
fractional number may be multiplied by a fraction indicating the fraction of the original
compression to apply. If this value is multiplied by 1/2, then the compression range of + 24
dB will be reduced to +12 dB. After the multiplicative scaling, the 8-bit result is once
again considered to be of the original form Xy X; Xz . Y3 Y, Ys Ys Y5 and used normally.

7.7.2 Heavy Compression; compr, compr2

The compr element allows the program provider (or broadcaster) to implement a
large dynamic range reduction (heavy compression) in a way which assures that a
monophonic downmix will not exceed a certain peak level. The heavily compressed audio
program may be desirable for certain listening situations such as movie delivery to a hotel
room, or to an airline seat. The peak level limitation is useful when, for instance, a
monophonic downmix will feed an RF modulator and overmodulation must be avoided.

7.7.2.1 Overview

Some products which decode the AC-3 bit stream will need to deliver the resulting
audio via a link with very restricted dynamic range. One example is the case of a television
signal decoder which must modulate the received picture and sound onto an RF channel in
order to deliver a signal usable by a low cost television receiver. In this situation, it is
necessary to restrict the maximum peak output level to a known value with respect to
dialogue level, in order to prevent overmodulation. Most of the time, the dynamic range
control signal, dynrng, will produce adequate gain reduction so that the absolute peak
level will be constrained. However, since the dynamic range control system is intended to
implement a subjectively pleasing reduction in the range of perceived loudness, there is no
assurance that it will control instantaneous signal peaks adequately to prevent
overmodulation.

In order to allow the decoded AC-3 signal to be constrained in peak level, a
second control signal, compr, (compr2 for Ch2 in 1+1 mode) may be present in the AC-3
data stream. This control signal should be present in all bit streams which are intended to
be receivable by, for instance, a television set top decoder. The compr control signal is
similar to the dynrng control signal in that it is used by the decoder to alter the reproduced
audio level. The compr control signal has twice the control range as dynrng (+48dB
compared to 24 dB) with 1/2 the resolution (0.5 dB vs. 0.25 dB). Also, since the compr
control signal lives in BSI, it only has a time resolution of an AC-3 frame (32 msec)
instead of a block (5.3 msec).

Products which require peak audio level to be constrained should use compr
instead of dynrng when compr is present in BSI. Since most of the time the use of dynrng
will prevent large peak levels, the AC-3 encoder may only need to insert compr
occasionally, i.e. during those instants when the use of dynrng would lead to excessive
peak level. If the decoder has been instructed to use compr, and compr is not present for a
particular frame, then the dynrng control signal shall be used for that frame.
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In some applications of AC-3, some receivers may wish to reproduce a very
restricted dynamic range. In this case, the compr control signal may be present at all times.
Then, the use of compr instead of dynrng will allow the reproduction of audio with very
limited dynamic range. This might be useful, for instance, in the case of audio delivery to a
hotel room or an airplane seat.

7.7.2,.2 Detailed Implementation

The compr field in the AC-3 data stream is 8-bits in length. In the case that acmod
= 0 (1+1 mode, or 2 completely independent channels) compr applies to the first channel
(Chl), and compr2 applies to the second channel (Ch2). While compr is described below
(for Chl), compr2 is handled identically (but for Ch2).

The most significant bit is transmitted first. The first four bits indicate gain changes
in 6.02 dB increments which can be implemented with an arithmetic shift operation. The
following four bits indicate linear gain changes, and require a 5-bit multiply. We will
represent the two 4-bit fields of compr as follows:

XoXiX2X3.YsYs5Ys Y7

The meaning of the X values is most simply described by considering X to
represent a 4-bit signed integer with values from -8 to +7. The gain indicated by X is then
(X+1) * 6.02 dB. The following table shows this in detail.

Table 7.30 Meaning of 3 msb of compr.

Xo | X; [ X; | X; | Integer Value | Gain Indicated | Arithmetic Shifts
0 1 1 1 7 +48.16 dB 8 left
0 1 1 0 6 +42.14 dB 7 left
0 1 0 1 5 +36.12 dB 6 left
0 1 0] 0 4 +30.10 dB 5 left
0| o0 1 1 3 +24.08 dB 4 left
0 0 1 0 2 +18.06 dB 3 left
0|]0] O 1 1 +12.04 dB 2 left
0 0 0 0 0 +6.02 dB 1 left
1 1 1 1 -1 0dB none
1 1 1 0 -2 -6.02 dB 1 right
1 1 0 1 -3 -12.04 dB 2 right
1 1 0] 0 -4 -18.06 dB 3 right
1 0 1 1 -5 -24.08 dB 4 right
1 0 1 0 -6 -30.10 dB 5 right
1 0] 0 1 -7 -36.12 dB 6 right
1 0] 0 0 -8 -42.14 dB 7 right

The value of Y is a linear representation of a gain change of up to -6 dB. Y is
considered to be an unsigned fractional integer, with a leading value of 1, or: 0.1 Y; Ys Ys
Y, (base 2). Y can represent values between 0.11111; (or 31/32) and 0.10000, (or 1/2).
Thus, Y can represent gain changes from -0.28 dB to -6.02 dB.

The combination of X and Y values allows compr to indicate gain changes from
48,16 - 0.28 = +47.88 dB, t0-42.14 - 6 =-48.14 dB.
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7.8 Downmixing

In many reproduction systems the number of loudspeakers will not match the
number of encoded audio channels. In order to reproduce the complete audio program
downmixing is required. It is important that downmixing be standardized, so that program
providers can be confident of how their program will be reproduced over systems with
various numbers of loudspeakers. With standardized downmixing equations, program
producers can monitor how the downmixed version will sound and make any alterations
necessary so that acceptable resuits are achieved for all listeners. The program provider
can make use of the cmixlev and smixlev syntactical elements in order to affect the relative
balance of center and surround channels with respect to the left and right channels.

Downmixing of the Ilfe channel is optional. An ideal downmix would have the lfe
channel reproduce at an acoustic level of +10 dB with respect to the left and right
channels. Since the inclusion of this channel is optional, any downmix coefficient may be
used in practice. Care should be taken to assure that loudspeakers are not overdriven by
the full scale low frequency content of the Ife channel.

7.8.1 General downmix procedure

The following pseudo code describes how to arrive at un-normalized downmix
coefficients. In a practical implementation it may be necessary to then normalize the
downmix coefficients in order to prevent any possibility of overload. Normalization is
achieved by attenuating all downmix coefficients equally, such that the sum of coefficients
used to create any single output channel never exceeds 1.

Pseudo code

downmix()
if (acmod == 0) /* 1+1 mode, dual independent mono channels present */
{ if (output_nfront == 1) /* 1 front loudspeaker (center) */
if (dualmode == Chan 1) /* Ch1 output requested */
route left into center ;

}
else if (dualmode == Chan 2) /* Ch2 output requested */

{
route right into center ;
}
else
{
mix left into center with -3 dB gain ;
mix right into center with -3 dB gain ;
}

}
else if (output_nfront == 2) /* 2 front loudspeakers (left, right) */

if (dualmode == Stereo) /* output of both mono channels requested */
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Pseudo code

route left into left ;
route right into right ;

else if (dualmode == Chan 1)

mix left into left with -3 dB gain ;
mix left into right with -3 dB gain ;

else if (dualmode == Chan 2)

{
mix right into left with -3 dB gain ;
mix right into right with -3 dB gain ;
}
else /* mono sum of both mono channels requested */
{
mix left into left with -3 dB gain ;
mix right into left with -3 dB gain ;
mix left into right with -3 dB gain ;
mix right into right with -3 dB gain ;
}
}
else /* output_nfront==3 */
{
if (dualmode == Stereo)
route left into left ;
route right into right ;
else if (dualmode == Chan 1)
route left into center ;
else if (dualmode == Chan 2)
route right into center ;
}
else
- {
mix left into center with -3 dB gain ;
mix right into center with -3 dB gain ;
}
}

}

else /* acmod > 0 */
for i = { left, center, right, leftsur/monosur, rightsur }
if (exists(input_chanli])) and (exists(output_chan([i]))

route input_chanl(i] into output_chan([i] ;
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Pseudo code

if (output_mode == 2/0 Dolby Surround compatible)
/* 2 ch matrix encoded output requested */

{
if (input_nfront 1= 2)
{
mix center into left with -3 dB gain ;
mix center into right with -3 dB gain ;
if (input_nrear == 1)
{

mix -mono surround into left with -3 dB gain ;
mix mono surround into right with -3 dB gain ;

else if (input_nrear == 2)

mix -left surround into left with -3 dB gain ;
mix -right surround into left with -3 dB gain ;
mix left surround into right with -3 dB gain ;
mix right surround into right with -3 dB gain ;

}
}
else if (output_mode == 1/0) /* center only */
{
if (input_nfront != 1)
mix left into center with -6 dB gain ;
mix right into center with -6 dB gain ;
}
if (input_nfront == 3)
{
mix center into center using cmixiev ;
}
if (input_nrear == 1)
{
mix mono surround into center using surmixiev - 6 dB ;
}
else if (input_nrear == 2)
{

mix left surround into center using surmixlev - 6 dB ;
mix right surround into center using surmixlev - 8 dB ;

}
}
else /* more than center output requested */
if (output_nfront == 2)
if (input_nfront == 1)

mix center into left with -3 dB gain ;
mix center into right with -3 dB gain ;

else if (input_nfront == 3)
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Pseudo code

{

mix center into left using cmixlev ;
mix center into right using cmixlev ;

}
}
if (input_nrear == 1) /* single surround channel coded */

if (output_nrear == 0) /* no surround loudspeakers */
{

mix mono surround into left using surmixiev - 3dB ;
mix mono surround into right using surmixlev - 3 dB ;

}
else if (output_nrear == 2) /* two surround loudspeaker channels */

{

mix mono smd into left surround with -3 dB gain ;
mix mono smd into right surround with -3 dB gain ;

}

else if (input_nrear == 2) /* two surround channels encoded */

if (output_nrear == Q)

{

mix left surround into left using surmixlev ;
mix right surround into right using surmixlev ;

else if (output_nrear == 1) .
{

mix left srnd into mono surround with -3 dB gain ;
mix right srnd into mono surround with -3 dB gain ;

}
}
}
}
}

Normalize table such that sum of elements for any output channel does not exceed 1. ;

The actual coefficients used for downmixing will affect the absolute level of the
center channel. If dialogue level is to be established with absolute SPL calibration, this

should be taken into account.

7.8.2 Downmixing into two channels

Let L, C, R, Ls, Rs refer to the 5 discrete channels which are to be mixed down to
2 channels. In the case of a single surround channel (n/1 modes), S refers to the single
surround channel. Two types of downmix should be provided: downmix to an LtRt matrix
surround encoded stereo pair; and downmix to a conventional stereo signal, LoRo. The
downmixed stereo signal (LoRo, or LtRt) may be further mixed to mono, M, by a simple
summation of the 2 channels. If the LtRt downmix is combined to mono, the surround
information will be lost. The LoRo downmix is preferred when a mono signal is desired.

Downmix coefficients shall have relative accuracy of at least + 0.25 dB.
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Prior to the scaling needed to prevent overflow, the general 3/2 downmix
equations for an LoRo stereo signal are:

Lo=1.0*L+clev*C +slev*Ls;
Ro=10*R+clev*C+slev*Rs;

If LoRo are subsequently combined for monophonic reproduction, the effective
mono downmix equation becomes:

M=10*L+20*clev*C+1.0*R+slev*Ls +slev*Rs;

If only a single surround channel, S, is present (3/1 mode) the downmix equations
are:
Lo=10*L+clev*C+0.7"slev*S;

Ro=10*R+clev*C+0.7*slev*S;
M=10*L+20*clev*C+1.0*R+14*slev*S;

The values of clev and slev are indicated by the cmixlev and surmixlev bit fields in
the BSI data, as shown in Table 5.4 on page 21 and Table 5.5 on page 21 respectively.

If the cmixlev or surmixlev bit fields indicate the reserved state (value of 1 1), the
decoder should use the intermediate coefficient values indicated by the bit field value of 0
1. If the Center channel is missing (2/1 or 2/2 mode), the same equations may be used
without the C term. If the surround channels are missing, the same equations may be used
without the Ls,Rs, or S terms.

Prior to the scaling needed to prevent overflow, the 3/2 downmix equations for an
LtRt stereo signal are:

Lt=1.0*L+0.707*C-0.707 *Ls-0.707 *Rs ;
Rt=10*R+0.707*C +0.707 *Ls + 0.707 *Rs ;

If only a single surround channel, S, is present (3/1 mode) these equations become:

Lt=10L+0.707C-0.707 S ;
Rt=10R+0.707C+0.707 S ;

If the center channel is missing (2/2 or 2/1 mode) the C term is dropped.

The actual coefficients used must be scaled downwards so that arithmetic overflow
does not occur if all channels contributing to a downmix signal happen to be at full scale.
For each audio coding mode, a different number of channels contribute to the downmix,
and a different scaling could be used to prevent overflow. For simplicity, the scaling for
the worst case may be used in all cases. This minimizes the number of coefficients
required. The worst case scaling occurs when cmixlev and smixlev are both 0.707. In the
case of the LoRo downmix, the sum of the unscaled coefficients is 1 + 0.707 + 0.707 =
2.414, so all coefficients must be multiplied by 1/2.414 = 0.4143 (downwards scaling by
7.65 dB). In the case of the LtRt downmix, the sum of the unscaled coefficients is 1 +
0.707 + 0.707 + 0.707 = 3.121, so all coefficients must be multiplied by 1/3.121, or
0.3204 (downwards scaling by 9.89 dB). The scaled coefficients will typically be
converted to binary values with limited wordlength. The 6-bit coefficients shown below
have sufficient accuracy.
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In order to implement the LoRo 2-channel downmix, scaled (by 0.453) coefficient
values are needed which correspond to the values of 1.0, 0.707, 0.596, 0.500, 0.354.

Table 7.31 LoRo scaled downmix coefficients.

Unscaled Scaled 6-bit Quantized | Gain | Relative | Coefficient
Coefficient | Coefficient Coefficient Gain Error
1.0 0.414 26/64 -7.8dB | 0.04B ---
0.707 0.293 18/64 -11.0dB| -3.2dB 0.2 dB
0.596 0.247 15/64 -126dB| -4.8dB +0.3 dB
0.500 0.207 13/64 -13.8dB| -6.0dB 0.0 dB
0.354 0.147 9/64 -170dB| -9.2dB -0.2dB

In order to implement the LtRt 2-ch downmix, scaled (by 0.3204) coefficient
values are needed which correspond to the values of 1.0 and 0.707.

Table 7.32 LtRt scaled downmix coefficients.

Unscaled Scaled 6bit Quantized Gain Relative | Coefficient
Coefficient | Coefficient Coefficient Gain Error
1.0 0.3204 20/64 -10.1dB | 0.0dB -—-
0.707 0.2265 14/64 . -13.204B| -3.1dB <0.10dB

If it is necessary to implement a mixdown to mono, a further scaling of 1/2 will
have to be applied to the LoRo downmix coefficients to prevent overload of the mono
sum of Lo+Ro.

7.9 Transform Equations and Block Switching

7.9.1 Overview

The choice of analysis block length is fundamental to any transform-based audio
coding system. A long transform length is most suitable for input signals whose spectrum
remains stationary, or varies only slowly, with time. A long transform length provides
greater frequency resolution, and hence improved coding performance for such signals. On
the other hand, a shorter transform length, possessing greater time resolution, is more
desirable for signals which change rapidly in time. Therefore, the time vs. frequency
resolution tradeoff should be considered when selecting a transform block length.

The traditional approach to solving this dilemma is to select a single transform
length which provides the best tradeoff of coding quality for both stationary and dynamic
signals. AC-3 employs a more optimal approach, which is to adapt the frequency/time
resolution of the transform depending upon spectral and temporal characteristics of the
signal being processed. This approach is very similar to behavior known to occur in human
hearing. In transform coding, the adaptation occurs by switching the block length in a
signal dependent manner.
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7.9.2 Technique

In the AC-3 transform block switching procedure, a block length of either 512 or
256 samples (time resolution of 10.7 or 5.3 ms for sampling frequency of 48 kHz) can be
employed. Normal blocks are of length 512 samples. When a normal windowed block is
transformed, the result is 256 unique frequency domain transform coefficients. Shorter
blocks are constructed by taking the usual 512 sample windowed audio segment and
splitting it into two segments containing 256 samples each. The first half of an MDCT
block is transformed separately but identically to the second half of that block. Each half
of the block produces 128 unique non-zero transform coefficients representing frequencies
from 0 to fs/2, for a total of 256. This is identical to the number of coefficients produced
by a single 512 sample block, but with two times improved temporal resolution.
Transform coefficients from the two half-blocks are interleaved together on a coefficient-
by-coefficient basis to form a single block of 256 values. This block is quantized and
transmitted identically to a single long block. A similar, mirror image procedure is applied
in the decoder during signal reconstruction.

Transform coefficients for the two 256 length transforms arrive in the decoder
interleaved together bin-by-bin. This interleaved sequence contains the same number of
transform coefficients as generated by a single 512-sample transform. The decoder
processes interleaved sequences identically to noninterleaved sequences, except during the
inverse transformation described below.

Prior to transforming the audio signal from time to frequency domain, the encoder
performs an analysis of the spectral and/or temporal nature of the input signal and selects
the appropriate block length. This analysis occurs in the encoder only, and therefore can
be upgraded and improved without altering the existing base of decoders. A one bit code
per channel per transform block (blksw[ch]) is embedded in the bit stream which conveys
length information: (blkswfch] = 0 or 1 for 512 or 256 samples, respectively). The
decoder uses this information to deformat the bit stream, reconstruct the mantissa data,
and apply the appropriate inverse transform equations.

7.9.3 Decoder Implementation

TDAC transform block switching is accomplished in AC-3 by making an
adjustment to the conventional forward and inverse transformation equations for the 256
length transform. The same window and FFT sine/cosine tables used for 512 sample
blocks can be reused for inverse transforming the 256 sample blocks; however, the pre-
and post-FFT complex multiplication twiddle requires an additional 128 table values for
the block-switched transform.

Since the input and output arrays for blksw[ch] = 1 are exactly one half of the
length of those for blksw = 0, the size of the inverse transform RAM and associated
buffers is the same with block switching as without.

The adjustments required for inverse transforming the 256 sample blocks are:

1. The input array contains 128 instead of 256 coefficients.
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2. The IFFT pre and post-twiddle use a different cosine table, requiring an additional 128
table values (64 cosine, 64 sine).

3. The complex IFFT employs 64 points instead of 128. The same FFT cosine table can
be used with subsampling to retrieve only the even numbered entries.

4. The input pointers to the IFFT post-windowing operation are initialized to different
start addresses, and operate modulo 128 instead of modulo 256.

7.9.4 Transformation Equations

7.9.4.1 512-sample IMDCT transform

The following procedure describes the technique used for computing the IMDCT
for a single N=512 length real data block using a single N/4 point complex IFFT with
simple pre- and post-twiddle operations. These are the inverse transform equations used
when the blksw flag is set to zero (indicating absence of a transient, and 512 sample
transforms).

1) Define the MDCT transform coefficients = X[k], k=0,1,...N/2-1.
2) Pre-IFFT complex multiply step.
Compute N/4-point complex multiplication product Z[k], k=0,1,.. N/4-1:

Pseundo code

for(k=0; k<N/4; k++)

{
/* Z[k] = (X[N/2-2*k-1] +j * X[2*k]) * (xcosl[k] + j * xsinl{K]) ; */
ZIK]=(X[N/2-2*k-1]*xcos1{k]-X[2*K]*xsin1 [k])+j*(X[2*K]*xcos 1 [k]+X[N/2-2*k-1]*xsin1[K]);

where
xcos1[k] = -cos(2pi * (8*k+1)/(8*N)) ;
xsin1[k] = -sin(2pi * (8*k+1)/(8*N)) ;

3) Complex IFFT step.
Compute N/4-point complex IFFT of Z(k) to generate complex-valued sequence

z(n).

Pseudo code

for(n=0; n<N/4; n++)
{
z[n]=0;
for(k=0; k<N/4; k++)
Z[n] + = ZIk] * (cos(8*pi*k*n/N) + j * sin(8*pi*k*n/N)) ;

}

4) Post-IFFT complex multiply step.
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Compute N/4-point complex multiplication product y(n), n=0,1,...N/4-1 as:

Pseudo code

for(n=0; n<N/4; n++)
{
/* y[n] = z[n] * (xcoslfn] +j * xsinl[n}) ; */
y[n] = (zr{n] * xcos1[n}] - zi[n] * xsin1[n]) + j * (zi{n] * xcos1[n] + zrn] * xsin1[n)) ;

where
zr{n] = real(z[n}) ;
zi[n] = imag(z[n]) ;
and xcos1[n] and xsin1[n] are as defined in step 2 above.

5) Windowing and de-interleaving step.

Compute windowed time-domain samples x{n]:

Pseudo code

for(n=0; n<N/8; n++)

{
x[2*n] = -yi[N/8+n] * w[2*n] ;
x[2*n+1] = yr{N/8-n-1] * w[2*n+1] ;
x[N/4+2*n] = -yr[n] * w{N/4+2"n] ;
X[N/4+2*n+1] = yi[N/4-n-1] * w[N/4+2*n+1] ;
X[N/2+2*n] = -yr[N/8+n] * wiN/2-2*n-1] ;
x[N/2+2*n+1] = yi[N/8-n-1] * w{N/2-2"n-2] ;
x[3*N/4+2*n] = yi[n] * wiN/4-2*n-1] ;
x[3*N/4+2*n+1] = -yr[N/4-n-1] * wiN/4-2*n-2] ;

where
yrin] = real(y[n});
yi[n] = imag(y{n]) ;
w[n] is the transform window sequence (see Table 7.33).

6) Overlap and add step.

The first half of the windowed block is overlapped with the second half of the
previous block to produce PCM samples (the factor of 2 scaling undoes headroom scaling
performed in the encoder): ’

Pseudo code

for(n=0; n<N/2; n++)

pem[n] = 2 * (x[n] + delay[n]) ;
delay[n] = x[N/2+n) ;
}

Note that the arithmetic processing in the overlap/add processing must use
saturation arithmetic to prevent overflow (wraparound). Since the output signal consists
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of the original signal plus coding error, it is possible for the output signal to exceed 100%
level even though the original input signal was less than or equal to 100% level.

7.9.4.2 256-sample IMDCT transforms

The following equations should be used for computing the inverse transforms in
the case of blksw = 1, indicating the presence of a transient and two 256 sample
transforms (N below st111 equals 512).

1) Define the MDCT transform coefficients = X[k], k=0,1,.. N/2.

Pseudo code

for(k=0; k<N/4; k++)

X1[K] = X[2*K] ;
X2[K] = X[2*k+1] ;
1

2) * Pre-IFFT complex multiply step.

Compute N/8-point complex multiplication products Z1l(k) and Z2(k),
=0,1,...N/8-1.

Pseudo code

for(k=0; k<N/8; k++)

{
/* Z1[K] = (X1[N/4-2*k-1] + j * X1[2*k]) * (xcos2[k] + j * xsin2[k]); */
Z1[K}=(X1[N/4-2*k-1]*xcos2[K]-X1 [2K]*xsin2[k])+}* (X1 [2*K] *xcos2[K]+ X1 [N/4-2*k-1]*xsin2[K]) ;
/* Z2[K] = (X2[N/4-2*%k-1] + j * X2[2*k]) * (xcos2[k] +j * xsin2[k]) ; */
Z2[K]=(X2[N/4-2*k-1]*xcos2[K]-X2[2*K]*xsin2[K])+j*(X2[2*k]*xcos2[K]+ X2[N/4-2*k-1]*xsin2[K]) ;

where
xcos2[k] = -cos(2pi*(8*k+1)/(4*N)), xsin2(k) = -sin(2pi*(8*k+1)/(4*N))

3) Complex IFFT step.

Compute N/8-point complex IFFTs of Z1[k] and Z2[k] to generate complex-
valued sequences z1[n] and z2[n].

Pseudo code

for(n=0; n<N/8; n++)
{
zi[n] =
z2[n}=0.;
for(k=0; k<N/8; k++)
{
z1[n] + = Z1[K] * (cos(16*pi*k*n/N) + j * sin(16*pi*k*n/N)) ;
z2[n] + = Z2[k] * (cos(16*pi*k*n/N) + j * sin(16*pi*k*n/N)) ;
}
}
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